
Analysis of Variance (ANOVA)

Analysis of Variance (ANOVA) is a method for comparing the means of a different
populations or groups. (For example, we might be interested in comparing the compression
of strength of a certain type of concrete cured a different ways.) The name is derived
from the fact compare two variance estimates, MSTreatments and MSE, via the F-ratio F =
MSTreatments/MSE in order to test the ANOVA hypotheses

H0: µ1 = µ2 = · · · = µa vs.
H1: µi 6= µj for at least one pair (i, j).

MSTreatments:

Definition: MSTreatments (mean square treatment) provides a measure of the spread be-
tween/among the sample means ȳ1·, ȳ2·, . . . , ȳa· by providing, in essence, a scaled
sample variance of the sample means. If we have equal sample sizes (n1 = · · · = na = n)
then
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Properties: If the populations have equal variance σ2 then

• If H0 true, the spread between/among the sample means is due entirely to
random sampling error which is proportional to the variance σ2 of the populations
being sampled. If, as we are assuming here, the samples are all of size n, then
the variance of the sample means is σ2/n. (This is why the sample variance of the
sample means is multiplied by n to get MSTreatments - so that when H0 is true and
the populations have common variance σ2 then MSTreatments provides an estimate
of σ2.)

• If H0 false, the spread between/among the sample means is due to random
sampling error plus the differences between the population means µ1, µ2, . . . , µa.
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MSE:
Definition: MSE (mean square error) provides a measure of the average spread within the

a populations by providing a weighted average of the sample variances S2
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where N = n1 + n2 + · · · + na is the total number of observations.

Properties: If the populations have equal variance σ2 then

• If H0 true, the average spread within the populations is σ2 and so MSE, by
averaging the sample variances, provides an estimate of σ2.

• If H0 false, the average spread within the populations is still σ2 so MSE still
provides an estimate of σ2.

F:
Definition: F is the ratio of the two measures of spread:

F =
MSTreatments

MSE

=
variability among ȳi.

variability within samples

Properties: If the populations have equal variance σ2 then

• If H0 true, both MSTreatments and MSE are estimates of σ2 so F ≈ 1.

• If H0 false, MSE still provides an estimate of σ2 but MSTreatments is inflated due
to the differences between the population means so F > 1.

Application: If the populations have equal variance σ2 then we can use the F-ratio to test
H0: µ1 = µ2 = · · · = µa since large values of F (F >> 1) provide evidence against H0.
In particular, the p-value for testing H0 vs. H1 is given by P (F ≥ F0), computed
assuming H0 true, where F0 is the value of F calculated from the sample data. In order
to compute the p-value we need the null (H0 true) distribution of F.

Null F distribution: The null (H0 true) distribution is known if the random errors ǫi,j,
i = 1, . . . , a, j = 1, . . . , n1, are IID N(0,σ2). If this assumption is met then the null (H0

true) distribution of the F-ratio F = MSTreatments/MSE is an F -distribution with numer-
ator degrees of freedom ν1 = a − 1 (number of groups minus 1) and denominator degrees
of freedom ν2 = N − a (total number of observations minus the number of samples).
Since we reject for large values of F , the p-value is the probability P (Fa−1,N−a ≥ F ).
We can compute this probability using Graph -> Probability Distribution Plot

As usual, Minitab provides this p-value in the ANOVA output.
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Interpreting Minitab ANOVA output (One Fixed Factor)

Below is some of the output resulting from using the Minitab command

Stat -> ANOVA -> General Linear Model

to analyze the plasma etch rate data (table 3-1, page 67):

General Linear Model: Rate versus Power

Method

Factor coding (-1, 0, +1)

Factor Information

Factor Type Levels Values

Power Fixed 4 160, 180, 200, 220

Analysis of Variance

Source DF Adj SS Adj MS F-Value P-Value

Power 3 66871 22290.2 66.80 0.000

Error 16 5339 333.7

Total 19 72210

The four lines following the line “Analysis of Variance” comprise the ANOVA table for this
data. The ANOVA table provides the components of the calculation of the F-ratio along
with the corresponding p-value. To interpret the table, we compare it with table 3-3 (page
75, Montgomery):

Source of Variation Sum of Squares df Mean Square F0 P
Between Treatments SSTreatments a-1 MSTreatments MSTreatments/MSE p-value
Error (within treatments) SSE N-a MSE

Total SST N-1
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For example, comparing the Treatments line of the ANOVA table with Minitab’s Power line
yields

• ν1 = a − 1 = 3

• SSTreatments = 66871

• MSTreatments = 66871/3 = 22290

• F = 66.80

• p-value = P (F3,16 ≥ 66.80) ≈ 0. Since this p-value is so low, we reject H0 and conclude
that the at least two of the means differ.

The other lines are interpreted similarly. For example, the next line gives the details for
computing MSE. Recall that MSE is our estimate of the common variance σ2, 334 in this
case. The last line of the table gives SST (total corrected sum of squares). SST is defined as

SST =
∑

all obs.

(yl − ȳ
··
)2

=
a

∑

i=1

n
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··
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Using the ANOVA table, we can verify the ANOVA Sum of Squares Decomposition:

SST = SSTreatments + SSE

72210 = 66871 + 5339

To derive this decomposition we begin with the trivial identity

yi,j − ȳ
··

= yi,j − ȳi· + ȳi· − ȳ
··
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) + (yi,j − ȳi·)
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because the crossproduct terms on the right, when summed across all the observations, equal
zero. Simplifying the sums a little, we get SST = SSTreatments + SSE.
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Verifying Anova Assumptions

Recall that the F-ratio has an F distribution (and thus the p-value is accurate) if the random
errors ǫi,j are IID N(0,σ2), that is, they satisfy

Zero mean: The ǫi,j have mean zero: µǫi,j
= 0.

Homoscedasiticity: The ǫi,j have equal variance: σ2

ǫi,j
= σ2.

Independence: The ǫi,j are independent.

Normality: The ǫi,j are normally distributed.

We now discuss how to verify these assumptions. First, you need to compute the residuals.
If you are using

Stat -> ANOVA -> General Linear Model

you can have Minitab compute the residuals by selecting Residuals under the Storage menu.
Using the residuals, you can check the assumptions as follows:

Zero mean: Determining if this assumption is met requires

1. determining that there are no trend in the random errors with respect to central ten-
dency, i.e., they are stationary with respect to location, and

2. determining that your model adequately models the mean of the response variable for
all treatments (factor level combinations).

To check this assumption create and assess the following plots:

1. Plot the residuals (RESI1) versus each factor/predictor.

2. Plot the residuals versus the fitted/predicted values of the response variable (FITS1).

3. Create a time series plot of the residuals (if you know the order of the data!)

Note: If you know the order in which the data was acquired but your observations/residuals
are not in correct order, you can order them using Minitab’s Data -> Sort routine.

Homoscedasticity: Determining if this assumption is met requires

1. determining that there are no trends in the random errors with respect to spread, i.e.,
they are stationary with respect to variability, and

2. determining that the variance is equal for all treatments (factor level combinations).
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Time series plots of the residuals (if you know the order of the data) and plots of
the residuals vs. the factors/variables are useful graphics for assessing this assumption. In
addition, if you have a lot of replications and few treatments AND the random errors
appear independent with mean zero, you can formally test for equal variance across
the treatments using Minitab’s Levene Test:

Stat -> ANOVA -> Test for Equal Variances

Using the Levene test p-value, reject H0: variances equal if the p-value is less than or equal
to 0.05.

Independence: To test this assumption, you must know the order in which the data was
collected and the values of any other variables with which the random errors might have
trends. Use the autotest macro to to create lag plots and test for autocorrelation in order
to assess independence.

Normality: IF the mean zero, homoscedasticity, and independence assumptions are met,
then you can check the normality assumption by applying a normality test to the residuals.
Reject H0: populations normal if the p-value is less than or equal to 0.05.

What if the equal variance or normality assumptions are violated? Then you
will have to use more advanced procedures, e.g., Minitab’s Stat -> Nonparametrics ->
Kruskal-Wallis routine, to determine if there are treatment effects.
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