CS 495 Image Recognition						Lab 2: Color	

Objectives:
1. Ability to manipulate image colors and use simple operations on images and image bands.
2. Ability to work with different color spaces
3. Ability to create and manipulate masks

Report Grading Rubric:
	Score
	Meaning
	Description

	10
	Exemplary
	Report exceeded expectations. Complete, well-written and presented, and particularly insightful answers. Worth posting. 

	9
	Very Good
	Complete, well-written and presented, and insightful.

	8
	Satisfactory
	Complete. Writing, presentation, and insights are reasonable.

	7
	Ordinary
	Minor detail missing, or writing weak. 

	6
	
	

	5
	Deficient
	Basically complete, but didn't demonstrate full understanding of the material.

	4
	
	

	3
	Unsatisfactory
	Incomplete or last-minute attempt.

	2
	
	

	1
	
	

	0
	Not submitted
	



Checklist:
· Anything asked for in red below: descriptions and images inline in your Word docx.
· Your updated QuickReference guide. 
· Make sure you followed instructions: Images inline in document, labeled with your name, and submitted it to correct dropbox.
· Be sure to strive for excellence in writing, formatting, and professionalism.  

Step-by-step Directions:

Copy your Matlab Quick Reference Guide from last time and add to it anything new you learn by doing this lab. You can decide with your partner if you want to keep one combined one or one for each of you. If individual, you can just pick one to include with this lab report.

Operating on colors

Choose any photo with a yellowish object on an interesting background. Note that it can’t be just simplified graphics with pure colors and it can’t just have a single-color background. Then resize it so it’s reasonably small (say less than 1000x1000 pixels), so processing is quick. Please cite the source (if online, the URL where you found it; if personal photo, say so) in your report. 




In Matlab:
imresize(img, 0.5) % rescales (shrinks) to ½ size 
imresize(img, 0.5, ‘bicubic’); % same, but higher quality

~ Save the original image in your report and cite the source (if online, its URL; if a personal photo, say so).

Then, for each of the following, (1) guess the effect of performing the command on the original color image, (2) perform it in MATLAB, (3) save the new image in your report*, and (4) describe what you see, either confirming, but more importantly, anything that you didn’t expect. Capture your thoughts: reflecting helps us learn.

a. Cut the values in all bands in half
b. Double all bands
c. Exchange the green and blue bytes. What should happen to the yellow regions?
d. Exchange the red and blue bytes. What should happen to the yellow regions?
e. Double all the blue values. 


Hints: 
1. * It may be easiest to save the image using imwrite, download the image, and paste it in.
2. Remember that image type (uint8 vs. double) is important. uint8 will automatically clip values to 255, as if you did it manually: 
img(find(img > 255)) = 255;
3. To work with a single band of an image, use all rows and columns: 
img(:,:,1) refers to the whole red band.
4. You can do this all in the command window (which works like jupyter or R studio). If you want to save your work for later, like to re-run a set of commands quickly), you can save it in a MATLAB script, a source code file ending in .m (like .py for python or .c in C). In the projects and later labs, you’ll be doing that, so feel free to start now if you like. 

Converting to Other Color Spaces

Here we will convert images to hsv color space and back. Please use the functions, rgb2hsv() and hsv2rgb(), which are built into the image library.
 
1. Convert your image to hsv.
2. Extract the single h, s, and v components into 2D images (named h, s, and v).
3. Note the type and range of the values in each band; if you want to calculate the max value of a 2D matrix, m, use max(max(m)), using help max (or doc max to view in a browser) to see why that works. Same with min.
4. View h, s, and v individually (as grayscale) with imtool or imshow. They may or may not look like what you’d expect. (Recall also that if the type is double, then anything > 1 is treated as 1, or full intensity.) 

You can also view the 3-band HSV image using imtool, but it will look funny. Can you determine why? (Answer: it always interprets a 3-band image as RGB).


Now look at the distribution of pixel values of each band individually using imhist().
>> imhist(v);		% to look at the distribution of intensities, for example.

~ 5. Think about how to interpret a histogram of hues. Like, what would a spike near 0 signify? (Remember how HSV works from lecture and the slides.) 

Motivation for doing this: can you see how this might be useful on the project? 

There is no deliverable to your lab report from this section. 

Finding and Operating on Masks 

Here you will try to isolate pixels of a certain color range in your original image. 

1. Pick a color in your image (yellow?).

2. Use the find command to create a mask of pixels in your image that have approximately that color. On the project, you’ll do this in HSV space. You don’t have to be that accurate here, I just want you to get practice working with masks, so you can use either RGB or HSV. RGB may be easier. (Hint: use imtool to display pixel values when you hover over the image; this should help you find a range to find, like we did in class. Feel free to adjust your thresholds to improve the mask quality, but don’t try to make it perfect.) 

3. ~Save the resulting binary (black and white) mask you find in your report. How many pixels of that color did you find? (Hint: can you use sum or find on your mask to do this?)

4. Starting with this single mask, experiment with any of the morphological operations as we did in class. ~Save into your report 3 different interesting masks found by applying 3 different morphological operators to the original mask (of the 4 we learned: erode, dilate, open, close). Make sure the structure elements are all large enough where there is a visible effect on the mask. Count the pixels in those masks too.

~5. Write a summary paragraph with the following:
What color you tried to find
How easy or tough it was to find that color and why
The number of pixels of the color
The effect of each of the morphological operations you used, and the number of pixels in each of the 3 masks.

Make sure a Quick Reference Guide with anything new is at the end of the report. 


6. (Optional unless you are aiming for an exemplary submission) One way to help “exceed my expectations” (as discussed in the rubric above) is to apply the mask back to your original image in some novel way, for example, cutting the intensity of non-mask pixels in ½ and explain what’s going on. 
