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Executive Summary
The following paragraphs contain information and design sketches dealing with our TriPent processor.  The introductory paragraph will give a brief overview of our processor, its design, and functionality.

The next paragraph will detail the progress and will give an overview of the evolution of our processor, how it changed over time, and the decisions we had to make to bring about these changes.

Next we explain our testing procedures and how we debugged all of our problems when we did find bugs.  
As a team, we designed a “miniscule instruction set” general purpose processor that can execute programs stored in an external memory. We will also model our design, test it, debug it, assess its performance, and possibly implement it on a Field Programmable Gate Array (FPGA) microchip. Throughout the project, we have maintained documentation of our design, as well as an ongoing record of our design process.

The project has been organized into regularly scheduled milestones that guided us through the design process. We have also maintained a website that provides easy access to the current versions of our design and design process journal, as well as other documents.

This project met all of the rewuirements set forth at the beginning of the term.  Our processor is capable of executing programs stored in an external memory, with which it communicates using a 16-bit address bus and a 16-bit data bus. The instruction set is capable of performing general computations. For example, it supports each of the

following with a variety of operand types: addition, subtraction, and conditional branching.

Furthermore, the instruction set supports:
• Parameterized and nested procedures,

• Interrupts from two input devices,

• Reading from a 4-bit input port,

• Moving data between general purpose memory and a special purpose 16-bit register   (the “display register”), and

• Writing the contents of the display register to a 16-bit output port.

• Support for recursive procedures.

• Support for interrupts from eight input devices.

• Input port handles 8 bits.

• Output port uses 16 bits.
Our instruction set consists mostly of simple operations such as addition, subtraction, and simple logical operations.  One of the major design decisions of note is the inclusion of 15-bit immediates to our processor.  Our motivation behind this decision was as follows.  A 15-bit immediate allows us to address much more memory with much less hassle than would be necessary otherwise.


Now, with a fairly simple instruction set as well as a robust memory system that allows for recursion, we can do pretty much anything we want.  Because our instructions are all very simple, we decided it would be best to provide an array of pseudo-instructions to simplify the programming process.  Many of our instructions, like our branching instructions, are pseudo-instructions constructed from our bevy of simpler instructions.  


In the following paragraphs, the changes that occurred on our project are outlined.  It is listed in chronological order as it is the most logical way to display this type of data.

9/24/2003


Today we set the guidelines out on our project.  We determined that there will be thirty-two registers.  Five of those registers will be reserved, one return address register, one immediate register, a stack pointer, and two registers reserved for the assembler.


There will be six input/output ports.  It was determined to have one 16-bit output register used for display purposes.  The other five ports were to be 8-bit wide input ports.  We determined that there would be eight service lines for these ports.  The way to handle these interrupts was via vectored interrupt handling.


A basic instruction set for our processor was developed at this meeting, too.  We chose to only use two instruction types because that way we can load almost a full 16-bit immediate in to the immediate register.  For the other type, R-Type, we use one bit to determine type and the other fifteen are broken into three, five-bit sections.  We broke the R-Type instructions into subgroups, arithmetic, logical, comparison, load and store, branch and jump, input/output, and interrupt handling.

9/25/2003


The program was translated from the MIPS source code provided to us into TriPent Assembly Language.  Two programs were developed to get the code from TriPent Assembly to machine code.  The first program was developed is used is a coprocessor that translates all of the pseudoinstructions into actual TriPent instructions.  The second program was a compiler that converts the program from TriPent into machine code.

10/01/2003

We removed the MOD function from our instruction language.  This was originally put in the language because the recursive version of the program needed a modulus function.  It was removed because division and all of its related functions are hard to implement and we could still run the code much better.


We add a SUB instruction.  We needed to add this instruction to allow the processor to run more efficiently since subtraction in the hardware is faster than adding a negative of the number via software.

10/07/2003


LOFF was removed from the instruction set because it was not needed.  When we set the Immediate Register to a new value, we automatically set the most significant bit to 0.  We never need to toggle the bit back off after we toggle it on with LON.


$AS was removed from the language specifications, too.  The assembler never used this register, so we decided not to dedicate this register to the assembler anymore.  It is now another temporary register.

We decided to ease the life of a developer using our language by developing a programmer’s guide.  Since our language relies heavily upon pseudoinstructions we developed this guide.  It gives a list of what instructions the programmer what instructions to use to programming language effectively.  If some of the non-pseudoinstructions were used improperly serious problems can and will occur.

Prior to this meeting we were to develop the Register Transfer Language instructions for each of our TriPent instructions.  When we reviewed all of our RTL we realized that we passed over the fact that we need a return from interrupt command from our language.

10/13/2003


Our RTL was corrected even more at this meeting.


We started on the datapath during this meeting.  In the development of our datapath we determined that we would in fact be able to access data twice from the Register file at the same time without slowing down the length of our cycles.


We tried to determine how we would implement a variable shift method.  We thought a clocked register would work but would require a whole new cycle per shift.  We then stumbled upon a barrel shifter in Xilinx.

10/14/2003


In reworking our datapath we discovered that the Immediate Register was not outputting to anything, its out was unattached to any other component.  Other changes made to the datapath included modifying the way the Immediate Write Enable and the temporary registers, A and B were controlled.  We now control them via combinational logic.


We also changed the path of data leaving the Interrupt multiplexor.  Instead of going to the PC directly, it was changed to go through the Memory, then the Memory Data Register, then to the PC.



A hard coded 1 and 0 were added to the Status Register’s multiplexer. This now allows us to set a pending interrupt.


Changes were also made to the control’s finite state machine.  In doing this we realized that both JZ and JNZ needed another cycle each.  We noticed that we were both writing something to a register then checking that register in the clock cycle.  Since this is not possible we had to add the fourth clock cycle.


A problem with the CLI was discovered.  If you called an interrupt while a previous interrupt was being handled, the data in the status register would be overwritten thereby causing major problems for the processor.

10/21/2003


We started the implementation of all of our components in Xilinx.  We had trouble trying to figure out how to implement the barrel shifter since the once provided by CoreGen, was only unidirectional.  It was determined that a good way to do this was to use a “cascading” method of shifting.  There are two sets of sixteen 1-bit shift registers, each set shifting the opposite way as the other.  Each register in a bank is connected in series.  Each register there is a tap leading to a thirty-two-bit multiplexer.  This allows us to shift bi-directionally sixteen-bits.

10/24/2003


The Arithmetic Logic Unit was constructed in this meeting. We opted against a ripple-carry ALU because of the lag from gate delay.

10/30/2003 


After trying to the Control Implements via StateCAD, we decided to write the control in Verilog.  During the design of the control we noticed that the MemRead and RegRead signals were not needed and thus were removed.  The control for IRWrite was also made combinational.  This allowed faster speeds.

11/16/2003


Addressing modes were changed.  We initially used and indirect addressing system, but changed it to a direct method.  We no longer need to waste time because of gate delay from the lengthening of the address.


All most of all of our components were rewritten in Verilog to increase the speed of the processor.  Plus, with the components being in Verilog management of them is easier.

11/17/2003


We changed how we handled interrupts during this meeting in order to meet the requirements for the program.  This somehow was missed before, but now works.


A bug was discovered in the Immediate Register.  The problem was that the IRWrite signal came one cycle to early.  This was corrected by working on the inside of the Immediate Register.  We also found out that we could in fact run a recursive programs.


The testing the occurred during the development of TriPent was divided into phases.  We started at the basics of each individual component and worked our way up to the testing of the individual instructions then to the testing of our Greatest Common Denominator program on our hardware.  This bottom up method of testing allowed us to find the problems in a smaller, more controlled environment.


In the first stage, we tested each individual component.  Before we developed each component we determined what each individual component was supposed to do.  For example, we knew the Arithmetic Logic Unit was supposed to ADD, SUB, OR, XOR, and AND.  We developed tests to prove that each of the functions was performed correctly.  We came up with the test bench files that were to test these features.  

After we implemented the component using either Xilinx or Verilog we tested it using ModelSim.  If the waveform that we expected to appear did in fact appear correctly, we had a confirmation that the component was likely to perform correctly.  Sometimes errors that could have been discovered here evaded us until later steps.  This cause some problems, but they were eventually worked out.  To see the individual testing procedures for each component refer to the appendix.


The next step in the testing procedure was to check whether individual instructions worked, ie ADD, SHL, etc.  What this was really testing was if our Register Transfer Language code was valid and implemented correctly.


Since most of the instructions in TriPent are of type R, most instructions accessed registers instead of using immediates.  To directly test the instructions, modifications had to be made to the Register File which would let us put a value directly in it without having to use LI.


An example of the above would be the direct assignment of 40 to $5 and 60 to $6.  We would next run the command ADD $5, $6, (equivalent to $5 = $5 + $6).  If we would get 100 coming out of the ALU, the ADD command works.


If we were unfortunate enough to have a test come back with unexpected results we had a path to follow to find the error.  The first step was to isolate the component that was causing the problem.  To check we added extra pins to components and checked to see where the expected results were no longer coming out of the components.  We would later remove the added pins, as they were of no importance after the debugging.


After isolating the problem causing component we would retest the component in isolation, the same way as in step one.  If everything worked this time we would advance to the next instruction.  If there were still errors we would repeat this step until the problem was solved.


If the components were behaving like they should have but there were still errors occurring, errors resulting from interaction between the components would be checked for next.  An example of this error type would be one coming from timing issues.  We would then eradicate the errors and retest.


If there are still errors, we would check to make sure that we were in fact testing everything using the most recent version of the file, this occurred a couple of times.  Another possible problem would be a subtle bug that does not occur every time, but only in rare instance.  We would use extra pins for debugging purposes as we did before.  These pins would be removed later.


The next stage of testing would be testing using common series of instructions.  An example would be loading two immediates into registers and then performing different test on them.  The debugging processes would be similar to the previous step.


The final stage of testing would involve the testing of our Greatest Common Denominator program.  We would test it using various input values and see if our results are what were expected.  Debugging would involve checking the waveforms and making sure everything is going correctly.  If there is a problem the debugging process is the same as the last two steps.


If everything went right the processor is now able to perform the calculation that it was made to do, as well as various other functions.


As it turned out our project did work after much coercion and many changes to the processor.  In the end after many hours of labor the TriPent processor finally became a working model.
