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Abstract

While many world-class artificially intelligent agents have been made for perfect information games like checkers and chess, the realm of imperfect information games still presents a formidable challenge.  Poker is an imperfect information game that serves well to test various gaming techniques.  This report focuses on the use of neural nets and temporal difference (TD) learning in poker.  There is also considerable emphasis on the use of randomized strategies, a necessity for creating a successful poker player.  Experiments were conducted in which neural net players successfully learned outcomes from probabilistic strategies.  I conclude that TD learning with randomized strategy is a good framework for creating a poker agent, although much work must still be done to create a full player.  Several suggestions are made for future research in this area. 

Introduction


In recent years, the artificial intelligence community has made great strides in producing superior players for many well-known games.  Chess, checkers and Othello programs have been created that are capable of defeating the world's best human players (Billings 493).  While these accomplishments are noteworthy, they focus almost entirely on one type of game.  These are all games of perfect information.  In such games, each player can see the entire state of the game at any given time.  With enough time and computing power, a program should be able to look deep into the game tree and come up with moves guaranteed to provide good outcomes.


There is another class of games that provides a new and challenging opportunity for artificial intelligence research.  Specifically, these are games of imperfect information.  In these games, the player does not know some information vital to making good moves, and some outcomes rely on probability.  Poker is one such game, and the artificial intelligence community could make significant progress through the creation of a world-class poker player.  In poker, each player is ignorant of each other's cards, and the hand each player does have is a matter of chance.  Therefore, poker provides a testing ground for a number of new techniques in machine game playing (Billings 493).


Currently, one of the most successful poker-playing programs is Loki, a player created by Jonathan Schaeffer's team at the University of Alberta (Billings 499).  One of Loki's most significant features is its ability to create randomized strategies.  Since the opponent may learn about a player's hand from his betting strategy, having a fixed strategy puts a player at a significant disadvantage.  A player that does not vary its strategy may be easily defeated by any player intelligent enough to learn from its betting history.


One way to overcome the downfalls of a fixed strategy is with probability triples.  At any point in a game of poker, the player usually has three choices; He may bet or raise, call or check, or he may fold.  Instead of trying to decide which move must be made at every turn, a player can decide what probability with which he should make a move.  For example, a player that always bets when holding three of a kind will not maximize earnings.  Any reasonably intelligent opponent will know that a bet means a good hand, and will stop betting once it realizes the round has been lost.  However, a player that bets a certain percentage of the time, say 80%, with three of a kind will keep an opponent guessing.  A bet will probably still mean a good hand, but an equally good hand might be held when the player checks.  It is also important, as noted by Shaeffer (494), to make a player that is capable to bluffing.  Bluffing consists of tricking an opponent into thinking the hand held is better than it really is and hence encouraging him to bet more.  A good bluffing strategy could also be presumably learned with the use of probability triples.  The goal of creating a good poker player is to learn what probabilities with which to bet, check, or fold for each game state.  A player that has a good randomized strategy should play well against an intelligent opponent, either machine or human.


One of the most promising ways to make a computer learn such functions is with neural networks.  Neural networks are based on a loose interpretation of the workings of the human brain.  A network is composed of individual neurons.  Neurons in the network are connected to some or all of the other neurons, and individual neurons propagate signals to each other in a process known as firing.  Each neuron will either fire or not based on inputs from other neurons feeding into it, or from information provided directly from the environment.  The neuron combines these inputs using a series of weights, each weight signifying how important each input is to the final decision-making process.  The weighted inputs are then fed into a squashing function, and the output of this function determines whether or not the neuron will fire.  A network learns by going through a set of training examples and modifying the weights until the desired outputs have been achieved.  The weights are modified at each iteration an amount proportional to a variable known as the learning rate.  Choosing the correct learning rate is of the utmost importance for the work being done on this project, and this will be explained shortly.


While most algorithms for neural network training rely on simple pairs of inputs and outputs, a newer algorithm known as temporal difference (TD) learning attempts to train the network by modifying its outputs throughout a series of moves.  While temporal difference can actually refer to a whole class of methods, the specific TD algorithm referred to here is the TD(() algorithm outlined by Richard Sutton (9).  TD learning attempts to make each output throughout the game closer to the output at the next step in time, while the last output is made to resemble the final correct answer.  TD learning has been applied most successfully to the game of backgammon, which involves dice rolling and hence some non-deterministic information (Etienne 11).


The goal of this project is to create a good probability-based poker player with the aid of TD learning.  My work on this project has been an extension of work already done by a group at the University of Mauritius under the guidance of Dr. David Mutchler (Etienne 19).  The Mauritius group created a poker game, a framework for testing players, and some neural network based players for the game.  My work has consisted of continued implementation of the framework, testing the ability of the current players to learn successful probabilistic strategies, and the creation of new players capable of learning through temporal difference.


The experiments outlined in this report support the idea that TD learning is an effective method of learning probabilistic strategies.  The players tested were able to learn the probable outcomes associated with some randomized moves.  They were also able to rank outcomes appropriately as a function of calling and folding percentages.  In the latter sections of this report, a number of additional observations are made about the behavior of neural net based players.  Several suggestions for future research are also outlined in detail.

Poker Program 


The University of Mauritius group created a program that allows a user to experiment with a variety of player types on several different poker variants.  The program was written in Java and uses the Swing interface.  The user may play local games, networked games, and training games for neural net players.  After starting a sequence of games, the user may either watch the games in progress or watch graphs and statistics about the games.  The statistics available include the total winnings per player, the average winnings per game, and a 95% confidence interval for the per-game winnings.


In the configuration menu, a user may select a game type, and then the players available for that type.  The games available are five card stud, Texas Hold’em, and a variety of simple games designed for testing of AI agents.  The game type used for the experiments discussed here was SimpleRules, a simple game consisting of three cards that will be explained later in this report.  


Each game has a variety of player types available for it.  Every game includes a Human player and a Random player, while the simple games also include AI agents that employ the use of neural nets.  The SimpleRules game has several OptimalAgent player types, which represent various fixed strategies for the game.  It also has a SimpleTDAgent player type, which is what I used for early experiments.  There is another player type called MyTDAgent, which is a player I created during the course of this project.


Each player type has a configuration menu associated with it.  The neural net players all have dialogs that allow the user to set variables for the net itself, which include learning rate, bias, and hardness.  There is also a built-in editor for creating and modifying probability tables.  These tables contain the triples the agents select from, and having a good list of probabilities is a necessity for having a good player.


The program designed by the University of Mauritius group is designed to be modular and expandable.  It uses abstract classes for player types, game rules, and neural net encoders.  Although the original learning curve was high, I was able to create a new player with relatively few additions to the code.



I spent a good deal of time at the beginning of this project simply reading the source code to understand how the game and players work.  I added significantly to the comments in the SimpleTDAgent class, the neural net classes, the Effector and Encoder classes, and a few other relevant parts of the software.  I also fixed some bugs in the original program.  Originally the learning rate was not actually being set correctly, and this bug cost some time in early experiments.  After fixing that problem, experiments that failed early on turned out to yield valuable results after all.  I also changed the neural net mechanism’s method of saving weights.  Originally, the weights were saved to disk every game.  This slowed down the training considerably, so I modified the program to only save them at the end of a training sequence.


The program logs the results of games, and many players do their own logging.  The SimpleTDAgent and MyTDAgent players log the winnings of each game, the expected payoffs for each probability triple, and a record of the actual moves made.  I modified some of these logging mechanisms to display more information.  Both TDAgent players now log the card held, the last move made by the opponent, and the expected payoff for each triple in one file.  Viewing this log gives a good impression of how the player is learning over time.  I also made the players output this information to the screen while playing, which allows one to watch how the expected payoffs change over the course of a training session.

Experiment Set I


All the experiments detailed here were performed on an extremely simple variant of poker.  This game, whose rules were specified in the SimpleRules class, uses a deck that only contains three cards.  Those cards are a two, three, and four of hearts.  Each player receives one card, then one round of betting ensues.  After betting, the player with the highest card wins.  Using such a simple game allowed for analysis of data that would otherwise be too complicated to understand.  Solid proof that a player is behaving correctly in a simple game is a necessary prerequisite for any more advanced play.  For this simple game, the learning rule used was backpropagation, not TD learning.  This is of little consequence however, since TD(() reduces to backpropagation when only one round is involved.


All experiments mentioned were performed with the first player being a random player, and the second player as the player being tested.  Although success against a random player does not speak much for the success of a player overall, a random opponent is perfectly acceptable in a situation where one wants only to observe the behavior of the neural network based player.  Also, continued success against a random player is a good indication that the player is at least doing something right, since the random player would win a decent number of games if its opponent exhibited no intelligence at all.


Early experiments against a random player showed some promise.  Often the second player would start out losing in a training session, then catch up and perform better than its random opponent for the rest of the games played.  On other trials however, the neural net based player would lose consistently throughout all of the training games and show no evidence of learning at all.


One problem that could cause such inconsistency is an inappropriate value for learning rate.  If the learning rate is too low, then the player may never change weights enough to learn anything.  If the weights are too high, then the player's output could be fluctuating between two wrong answers, and never settle into the desired response.  This tradeoff became the basis for much of the work I did on this project. 


In order to learn a strategy based on probability, I conjectured that the learning rate would have to be very small.  Since one of the inputs to the neural net is the probability triple in question, the same inputs will often produce different outputs.  For example, suppose the player wishes to know how many credits will be earned by calling 80% of the time (and folding 20%) with a 4 in hand when the first player has bet.  During the times that the player decides to check, the real payoff will be +2 credits.  However, during the 20% of the time that the player folds in this situation, it will earn -1 credits.  Therefore, there are two answers for the same set of inputs.  The goal then should be to get the player to learn the average payoff for those inputs.  In order to settle in on the average input, the learning rate would have to be low.  If the learning rate is too high, the output of the net will simply switch between being close to +2 and being close to –1, which is exactly what has been observed in practice.


In order to test the ability of the player to learn average payoffs, I performed two experiments, each consisting of ten sets of 10,000 games training against a random player.  In each case, I used a learning rate of 0.01, a rate presumably low enough to allow results to settle into a correct probability value instead of oscillating between the two correct answers.  In all games, the neural net player was only trained (and hence only observed) in situation where it held a 4.  Also, the “random” player was actually set to bet every time.  The inputs to the neural net consist of the hand, the last action taken by the opponent, and the probability triple being considered.  By keeping both the opponent’s moves and the hand constant in all trials, the probability triple was the only variable in these experiments.  In the first case, the player was set to choose between the triples (0.0 0.8 0.2) and (0.0 0.2 0.8).  In other words, it was to estimate the probable payoff for betting 80% of the time and folding 20% of the time, or vice versa.  In the second experiment, it was given six choices: (0.0 1.0 0.0), (0.0 0.8 0.2), (0.0 0.6 0.4), (0.0 0.4 0.6), (0.0 0.2 0.8), and (0.0 0.0 1.0).  The results of both of these experiments are in appendix A.

In a couple trials in the first experiment, the expected payoffs were very close to what they should have been.  However, many of the probabilities were far off from their correct values.  In fact on half of the examples the player did not even rank the results in the correct order.  What is worth noting is how much better the player did in the second experiment where it was given more choices for probability distributions.  While many of the expected values were not terribly accurate, the player successfully ranked all six probabilities seven out of ten times.  The probability of ranking all six distributions correctly on any given trial is 
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, or 0.14%.  The ability to rank distributions correctly is extremely important, as it gives evidence that the player can learn to make expected payoff a function directly proportional to the percentage of the time it calls while holding a four.  


There are a few questions that arise from these results.  The first is why the player did a better job of ranking when given more distributions to choose from.  The most probable answer comes from a close observation of the network’s output as the trial sets progress.  Consider the case where the initial estimates before training are -1.3 for 80% calling an –0.2 for 80% folding.  The player will choose the second distribution because it gives a higher payoff value.  The payoff will then be either 2.0 (with 20% probability), or –1.0 (with 80% probability).  In either case, the real payoff for the second distribution is actually higher than the initial guess for the first distribution.  Therefore, the player will fine-tune the second value, choose the second distribution again, and so on.  It will keep choosing to fold 80% of the time because according to the network it gives a higher payoff.  Given the current structure of the training algorithm, it will never choose the first distribution, and hence never learn that the actual payoff for the first distribution is higher.  In effect, it will consistently learn how much it loses, but will never realize it is in a situation with a high probability of winning.  One may notice this in the outputs of a few of the results from experiment one.  The player comes up with a reasonable guess for the payoff on the second triple, but the payoff on the first is incorrectly being shown as being lower.


Such an observation on the results of the first experiment was actually the motivation for the second.  I proposed that giving the player more distributions might take care of the preceding problem entirely.  If the player had six instead of two choices, than the chances it would get stuck on one bad choice would be significantly diminished.  It was believed that a player with more choices would be able to sample more of the functional space, and therefore be able to draw correct correlations between the distribution it chooses and the payoff to be expected.  One may think of this in terms of interpolation, where using more points usually results in a better approximation of the function being interpolated.  The results from the second experiment appear to support this hypothesis.

Experiment Set II

While the ability of the player to rank its choices correctly is encouraging, the expected payoffs it often produces leave much to be desired.  One reason for inaccurate payoff predictions may amount to what is basically an abuse of the interpretation of the network’s outputs.  In the preceding cases, the neural network did not actually output the expected payoff per se.  Instead, it produced an array of four numbers between 0 and 1, which would traditionally be the range of neural network outputs. These numbers represent the probabilities of four pre-determined payoffs.  The payoffs are ante+bet, ante, -ante, and –(ante + bet).  In the situations in which the player has been tested, these payoffs would amount to 2, 1, -1, and –2 respectively.  Therefore, if a player chooses to bet 80% of the time and fold 20%, we would hope the probability array would approach [0.8 0.0 0.2 0.0].  In some instances, this was very much the case.  In fact, the player correctly predicted one or two of the probabilities in nearly every trial.  However, a successful determination of expected payoff relies on a good value for all four probabilities.  For example, suppose the end result was [0.82 –0.4 0.2 0.4].  In this case the player did a very good job of guessing the two probabilities of interest, but comes up with an expected payoff of (0.82)*(2) + (-0.4)*(1) + (0.2)*(-1) + (0.4)*(-2) = 0.24.  This answer varies significantly from the correct answer of 1.4.  This sort of situation occurred often during these trials, and can serve to explain some of the bad results for payoff estimates.


There is another potential problem with the output encoding scheme detailed above, and that is the issue of scalability.  While one is able to enumerate all possible outcomes of a simple one-round game, displaying probabilities for each possible outcome in a larger game becomes much less feasible.  Given these problems, I devised a way to interpret a single output from the neural net which would range from 0 to 1.  The output of the neural net would be interpreted as 0.5 + (winnings/total possible winnings), where the total possible winnings were calculated at the beginning of a set of games.  For example, in a game where each player starts with 1000, a win of 2 would be recorded as 0.5000 + 2/1000 = 0.5020.  Such a scheme for output encoding is scalable, requires only one accurate output, and provides for easy analysis of the behavior of the neural network player.


This newer output method was applied to a new player called MyTDAgent, and the previous experiments were repeated on the new player.  All other variables were the same as in the last set of experiments.  The results of these experiments are in appendix B.
Encouragingly, the player was able to guess the exact output of the best distribution (to at least four decimal places) twice, and got very close on other occasions.  The other phenomenon observed earlier was also seen, where the player ordered the payoff incorrectly but was very accurate on its estimate of the worse payoff. 

Observations

These experiments have shown evidence that the neural net player can indeed learn strategies based on probability.  However, the learning is still much less consistent than would be hoped for.  Sometimes the payoff guesses start out much higher or lower than ideal and stay that way even after many thousand training rounds.  During some instances, one or more outputs stayed near 1 during the entire training and the network was never able to lower the outputs enough to create a reasonable response.  In at least one other observed case, the outputs started near 0 and the same type of performance was observed.  While the player seems to be able to learn outputs fairly regularly, the ability of the player to learn in an arbitrary set of training games is by no means assured.  

Even if the network can be made to learn everything it can about the tiny game used for experimentation, it is not certain whether or not it will be able to learn larger games.  Even on small games where the player learns on all cards (not just the four), performance has been considerably less reliable.  Before learning on a larger scale can be assured, all payoff estimates need to be made more accurate.  

The way the player has been trained to this moment, it can only be relied on to guess the output from one distribution correctly.  The other distributions may often be ordered correctly from highest to lowest, but their outputs are usually not accurate.  None of the work done to this point has successfully solved that problem, although some ideas for it are discussed in the next section.

Ideas for Further Study


The problem of inconsistent learning could have many possible solutions, but there is one method I believe could work very well.  Instead of using a single value for the learning rate, the learning rate could vary over the course of training.  The learning rate could start out large to let the outputs move within an acceptable range of the desired response, and then the rate could be lowered in order to let the network outputs settle in on the true probability.  The learning rate could be a function of game number, consistently being lowered as the number of training games increases.  Another scheme could be used, however, to save time during training and ensure accuracy.  Perhaps the learning rate could be high until the outputs are within a certain range of the desired response, then lowered to allow more fine-tuning.  This process could be repeated over several iterations in order to let the player get closer and closer to the desired payoff output.  Although I have not experimented with a variable learning rate due to time restraints, I believe it is one of the first things that could be done to make the current player better.


The other major problem encountered has been the inability to learn the correct payoff for multiple probability distributions.  There are many possible ways to deal with this problem.  Originally, I had hoped that giving the player more distributions to choose from would allow it to sample more game space and hence build a good function between distribution and output.  While having more choices has helped the player rank the outputs appropriately, this technique has not helped the player assess the appropriate outputs for more than one probability distribution.


The simplest way to deal with this problem may involve experimenting with the hardness variable.  Hardness is a variable in the squashing function used by all of the neurons in the network.  The squashing function being used is the sigmoid function, 
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, where a is the hardness.  Varying the hardness varies the sensitivity of the neural net to changes in input.  Setting the hardness to a high value generally allows the output values to be more spread apart for different inputs, since the outputs will be more sensitive to the differences in probability distribution or any other possible input.  On the other hand, using a low value for hardness forces those numbers close together.  In the experiments detailed above, the hardness was set to 0.5.  It has been observed that altering the hardness can bring the payoff predictions further apart or closer together as desired.  However, no formal experiments have been conducted involving hardness, and this is one area still open for possible exploration.


While varying hardness may help the output values become closer to what is desired, it will almost definitely not solve the entire problem itself.  As mentioned earlier, the player picks the distribution with the highest payoff, plays with that distribution, and then is trained to create a better output for that distribution.  Once the player has discovered the distribution with the highest payoff (or the one it thinks has the highest payoff), then it will cease training for the outputs corresponding to any other triples.  Therefore, the player only learns one distribution because it spends most of its time (or at least the latter games in training), fine-tuning its response to that one distribution.  Some kind of scheme will have to be developed in which the player is forced to train its network on more than just the optimal distribution.  Some percentage of the time it will have to choose another distribution in order to learn the inferior payoff for that triple.  


While the idea of choosing different distributions may sound simple at first, its practice could become very tricky.  Note that in a multiple-round game, true payoffs are not known until all rounds are over.  Until then, the best estimate for the value of a move is the highest payoff that can be obtained from the next state.  This is in fact how the TD learning algorithm trains outputs before the end of the game.  Making bad choices for probability distributions may lead the player into a part of the game space where all options are bad.  The negative payoffs will then move up the game tree, and the player may begin associating an early state with bad payoffs, instead of associating the state with the higher payoff possible.  Therefore, the goal should be to allow the player to make bad decisions enough to learn that the bad payoff values exist, but not enough to corrupt the good payoffs possible early on in a game.  This tradeoff is a difficult one, and hence this one problem could provide for a good deal of further study.


Another important field of exploration involves choices for the probability distributions themselves.  If one chooses a good many possible distributions, than the player has a better chance at discovering the one that will provide the greatest payoff.  However, adding more distribution from which to choose can slow down training considerably.  This is another tradeoff that must be dealt with.  A proper balance between distribution choice and training speed would be an important step towards developing a successful poker player.  The software allows one to either produce a given number of random triples or to enter the triples manually.  While a good number of random triples may provide a good outcome, I believe that it would be more worthwhile to intelligently choose a good set of distributions manually.  Even if one does enter the distributions manually, the choice of what those distributions are could be a complicated one.  While evenly spaced distributions may work best, there is also the possibility that it would be worthwhile to choose some other pattern.  One idea would be to pick more distributions towards the ends of the spectrum (fold, raise, or check with high percentage) and less distributions with nearly equal percentages.  The only way to know what choices for distributions work best is simply to try several sets and compare the results, so experiments involving different distribution lists would be valuable.  


One problem that has to be explored is that of input encoding.  Presently the entire move history is included in the neural net inputs, but in this game that history only includes one move by the opponent.  For a larger game, it is not yet clear how a history that spans many betting rounds consisting of a variable number of raises should be encoded as input.  The same types of encoding questions arise with cards.  For games like the five card draw or the simple game here, all available cards are equal.  However, a game like Texas Hold’em employs the use of community cards, and these should probably be represented differently than those cards the player actually has in hand.  While these are the only encoding issues I have thought of at this time, they are probably not the only ones to arise.  As with any application of neural nets, encoding could easily be the difference between success and failure in a successful TD learning based poker player.


Finally, it would be worthwhile to test the neural net players against a variety of other player types.  While using a random player was sufficient for the work done thus far, it does not give a good indication of how well the player performs in a more realistic playing scenario.  Also, a random player does not provide a good model of a real opponent.  The purpose of a randomized strategy is to develop the ability to trick intelligent opponents.  Simple games are easy to create optimal strategies for, so the player should be tested against an optimal opponent to see how well it can perform against a capable agent.  While the current TD player is only set to play as player two, another agent could be created to play as the first player, allowing the TD player to train against itself.

Conclusions


Throughout the experiments presented here, it has become apparent that neural nets are a useful tool for learning a randomized strategy.  The player was able to learn the differences in probable earnings associated with various randomized move decisions.  It was also good at ranking several probability distributions based on the payoff they incur, and has been able to learn payoff as a function of an important move decision (calling instead of folding when holding a 4).  However, the learning has been less consistent than desired, and the player has a difficult time learning accurate payoff values for more than one distribution.  While these experiments show that a TD learning approach to poker may have promise, there is still much work to be done.  As of now, the actual idea of temporal difference has not played a role since all test games have consisted of a single round.  Whether or not a TD learning based player can learn over a series of moves has yet to be seen.  That being said, there is sufficient evidence that such an idea would be one worth exploring, and that it may indeed yield a successful poker player.
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Appendix A – Experiments using old output encoding

Experiment 1 – two distributions

	
	Trial 1
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-0.1469
	1.4
	1.5469
	1.104928571

	(.2 .8)
	0.3648
	-0.4
	0.7648
	1.912

	
	
	
	
	

	
	Trial 2
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	1.3872
	1.4
	0.0128
	0.009142857

	(.2 .8)
	1.3297
	-0.4
	1.7297
	4.32425

	
	
	
	
	

	
	Trial 3
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	1.3322
	1.4
	0.0678
	0.048428571

	(.2 .8)
	0.4897
	-0.4
	0.8897
	2.22425

	
	
	
	
	

	
	Trial 4
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-0.6812
	1.4
	2.0812
	1.486571429

	(.2 .8)
	-0.5129
	-0.4
	0.1129
	0.28225

	
	
	
	
	

	
	Trial 5
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-0.4826
	1.4
	1.8826
	1.344714286

	(.2 .8)
	-1.7552
	-0.4
	1.3552
	3.388

	
	
	
	
	

	
	Trial 6
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-1.0004
	1.4
	2.4004
	1.714571429

	(.2 .8)
	-0.8497
	-0.4
	0.4497
	1.12425

	
	
	
	
	

	
	Trial 7
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-0.6178
	1.4
	2.0178
	1.441285714

	(.2 .8)
	-0.2883
	-0.4
	0.1117
	0.27925

	
	
	
	
	

	
	Trial 8
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-0.8663
	1.4
	2.2663
	1.618785714

	(.2 .8)
	-0.4492
	-0.4
	0.0492
	0.123

	
	
	
	
	

	
	Trial 9
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	1.3071
	1.4
	0.0929
	0.066357143

	(.2 .8)
	1.2718
	-0.4
	1.6718
	4.1795

	
	
	
	
	

	
	Trial 10
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	-0.58
	1.4
	1.98
	1.414285714

	(.2 .8)
	-0.3269
	-0.4
	0.0731
	0.18275


Experiment 2 – six distributions

	
	Trial 1
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	2.9605
	2
	0.9605
	0.48025

	(.8 2)
	2.9193
	1.4
	1.5193
	1.085214286

	(.6 .4)
	2.8208
	0.8
	2.0208
	2.526

	(.4 .6)
	2.6994
	0.2
	2.4994
	12.497

	(.2 .8)
	2.5537
	-0.4
	2.9537
	7.38425

	(0 1)
	2.3768
	-1
	3.3768
	3.3768

	
	
	
	
	

	
	Trial 2
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.9923
	2
	1.0077
	0.50385

	(.8 2)
	0.9874
	1.4
	0.4126
	0.294714286

	(.6 .4)
	0.9254
	0.8
	0.1254
	0.15675

	(.4 .6)
	0.0521
	0.2
	0.1479
	0.7395

	(.2 .8)
	-0.7818
	-0.4
	0.3818
	0.9545

	(0 1)
	-0.957
	-1
	0.043
	0.043

	
	
	
	
	

	
	Trial 3
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.9728
	2
	1.0272
	0.5136

	(.8 2)
	0.8898
	1.4
	0.5102
	0.364428571

	(.6 .4)
	0.0374
	0.8
	0.7626
	0.95325

	(.4 .6)
	-0.6945
	0.2
	0.8945
	4.4725

	(.2 .8)
	-0.754
	-0.4
	0.354
	0.885

	(0 1)
	-0.7952
	-1
	0.2048
	0.2048

	
	
	
	
	

	
	Trial 4
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	-0.015
	2
	2.015
	1.0075

	(.8 2)
	-0.0319
	1.4
	1.4319
	1.022785714

	(.6 .4)
	-0.1275
	0.8
	0.9275
	1.159375

	(.4 .6)
	-0.5112
	0.2
	0.7112
	3.556

	(.2 .8)
	-1.0337
	-0.4
	0.6337
	1.58425

	(0 1)
	-1.3676
	-1
	0.3676
	0.3676

	
	
	
	
	

	
	Trial 5
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	1.9744
	2
	0.0256
	0.0128

	(.8 2)
	1.9469
	1.4
	0.5469
	0.390642857

	(.6 .4)
	1.7553
	0.8
	0.9553
	1.194125

	(.4 .6)
	1.2229
	0.2
	1.0229
	5.1145

	(.2 .8)
	0.9013
	-0.4
	1.3013
	3.25325

	(0 1)
	0.8001
	-1
	1.8001
	1.8001


	
	Trial 6
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	1.9815
	2
	0.0185
	0.00925

	(.8 2)
	1.9533
	1.4
	0.5533
	0.395214286

	(.6 .4)
	1.8424
	0.8
	1.0424
	1.303

	(.4 .6)
	1.6121
	0.2
	1.4121
	7.0605

	(.2 .8)
	1.7416
	-0.4
	2.1416
	5.354

	(0 1)
	 
	-1
	1
	1

	
	
	
	
	

	
	Trial 7
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	1.9644
	2
	0.0356
	0.0178

	(.8 2)
	1.5923
	1.4
	0.1923
	0.137357143

	(.6 .4)
	0.0374
	0.8
	0.7626
	0.95325

	(.4 .6)
	-0.8621
	0.2
	1.0621
	5.3105

	(.2 .8)
	-1.3921
	-0.4
	0.9921
	2.48025

	(0 1)
	-1.4884
	-1
	0.4884
	0.4884

	
	
	
	
	

	
	Trial 8
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	-2.9563
	2
	4.9563
	2.47815

	(.8 2)
	-2.9022
	1.4
	4.3022
	3.073

	(.6 .4)
	-1.9474
	0.8
	2.7474
	3.43425

	(.4 .6)
	-0.5644
	0.2
	0.7644
	3.822

	(.2 .8)
	-0.0538
	-0.4
	0.3462
	0.8655

	(0 1)
	-0.0079
	-1
	0.9921
	0.9921

	
	
	
	
	

	
	Trial 9
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	-2.1189
	2
	4.1189
	2.05945

	(.8 2)
	-2.3201
	1.4
	3.7201
	2.657214286

	(.6 .4)
	-1.793
	0.8
	2.593
	3.24125

	(.4 .6)
	-1.1452
	0.2
	1.3452
	6.726

	(.2 .8)
	-1.0251
	-0.4
	0.6251
	1.56275

	(0 1)
	-0.9888
	-1
	0.0112
	0.0112

	
	
	
	
	

	
	Trial 10
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	1.9966
	2
	0.0034
	0.0017

	(.8 2)
	1.9953
	1.4
	0.5953
	0.425214286

	(.6 .4)
	1.9957
	0.8
	1.1957
	1.494625

	(.4 .6)
	1.999
	0.2
	1.799
	8.995

	(.2 .8)
	2.0118
	-0.4
	2.4118
	6.0295

	(0 1)
	2.0557
	-1
	3.0557
	3.0557


Appendix B – Experiments with new output encoding

Experiment 1 – two distributions
	
	Trial 1
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.2765
	0.5014
	0.2249
	0.448544077

	(.2 .8)
	0.4998
	0.4996
	0.0002
	0.00040032

	
	
	
	
	

	
	Trial 2
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.5014
	0.5014
	0
	0

	(.2 .8)
	0.0921
	0.4996
	0.4075
	0.815652522

	
	
	
	
	

	
	Trial 3
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.4283
	0.5014
	0.0731
	0.145791783

	(.2 .8)
	0.4994
	0.4996
	0.0002
	0.00040032

	
	
	
	
	

	
	Trial 4
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.0987
	0.5014
	0.4027
	0.803151177

	(.2 .8)
	0.4996
	0.4996
	0
	0

	
	
	
	
	

	
	Trial 5
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.0882
	0.5014
	0.4132
	0.824092541

	(.2 .8)
	0.4999
	0.4996
	0.0003
	0.00060048

	
	
	
	
	

	
	Trial 6
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.5014
	0.5014
	0
	0

	(.2 .8)
	0.4888
	0.4996
	0.0108
	0.021617294

	
	
	
	
	

	
	Trial 7
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.5016
	0.5014
	0.0002
	0.000398883

	(.2 .8)
	0.1407
	0.4996
	0.3589
	0.7183747

	
	
	
	
	

	
	Trial 8
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.9999
	0.5014
	0.4985
	0.994216195

	(.2 .8)
	0.9999
	0.4996
	0.5003
	1.001401121

	
	
	
	
	

	
	Trial 9
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.5016
	0.5014
	0.0002
	0.000398883

	(.2 .8)
	0.0995
	0.4996
	0.4001
	0.800840673

	
	
	
	
	

	
	Trial 10
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(.8 .2)
	0.3519
	0.5014
	0.1495
	0.298165138

	(.2 .8)
	0.4995
	0.4996
	1E-04
	0.00020016


Experiment 2 – six distributions

	
	Trial 1
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.502
	0.502
	0
	0

	(.8 2)
	0.4712
	0.5014
	0.0302
	0.060231352

	(.6 .4)
	0.4587
	0.5008
	0.0421
	0.084065495

	(.4 .6)
	0.4615
	0.5002
	0.0387
	0.077369052

	(.2 .8)
	0.4763
	0.4996
	0.0233
	0.04663731

	(0 1)
	0.502
	0.4999
	0.0021
	0.00420084

	
	
	
	
	

	
	Trial 2
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.502
	0.502
	0
	0

	(.8 2)
	0.4565
	0.5014
	0.0449
	0.089549262

	(.6 .4)
	0.3652
	0.5008
	0.1356
	0.270766773

	(.4 .6)
	0.2701
	0.5002
	0.2301
	0.460015994

	(.2 .8)
	0.1766
	0.4996
	0.323
	0.646517214

	(0 1)
	0.1015
	0.4999
	0.3984
	0.796959392

	
	
	
	
	

	
	Trial 3
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.502
	0.502
	0
	0

	(.8 2)
	0.4461
	0.5014
	0.0553
	0.110291185

	(.6 .4)
	0.3842
	0.5008
	0.1166
	0.232827476

	(.4 .6)
	0.3168
	0.5002
	0.1834
	0.366653339

	(.2 .8)
	0.4697
	0.4996
	0.0299
	0.059847878

	(0 1)
	0.1804
	0.4999
	0.3195
	0.639127826

	
	
	
	
	

	
	Trial 4
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.4606
	0.502
	0.0414
	0.08247012

	(.8 2)
	0.487
	0.5014
	0.0144
	0.028719585

	(.6 .4)
	0.5008
	0.5008
	0
	0

	(.4 .6)
	0.4864
	0.5002
	0.0138
	0.027588964

	(.2 .8)
	0.4312
	0.4996
	0.0684
	0.136909528

	(0 1)
	0.3357
	0.4999
	0.1642
	0.328465693

	
	
	
	
	

	
	Trial 5
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.0073
	0.502
	0.4947
	0.985458167

	(.8 2)
	0.0188
	0.5014
	0.4826
	0.962504986

	(.6 .4)
	0.0508
	0.5008
	0.45
	0.8985623

	(.4 .6)
	0.1271
	0.5002
	0.3731
	0.745901639

	(.2 .8)
	0.2613
	0.4996
	0.2383
	0.476981585

	(0 1)
	0.4223
	0.4999
	0.0776
	0.155231046


	
	Trial 6
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.00041951
	0.502
	0.50158
	0.999164323

	(.8 2)
	0.00023594
	0.5014
	0.501164
	0.999529438

	(.6 .4)
	0.141
	0.5008
	0.3598
	0.718450479

	(.4 .6)
	0.00010589
	0.5002
	0.500094
	0.999788305

	(.2 .8)
	0.000092226
	0.4996
	0.499508
	0.9998154

	(0 1)
	0.000095087
	0.4999
	0.499805
	0.999809788

	
	
	
	
	

	
	Trial 7
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.4192
	0.502
	0.0828
	0.164940239

	(.8 2)
	0.4433
	0.5014
	0.0581
	0.115875548

	(.6 .4)
	0.4697
	0.5008
	0.0311
	0.062100639

	(.4 .6)
	0.4906
	0.5002
	0.0096
	0.019192323

	(.2 .8)
	0.4996
	0.4996
	0
	0

	(0 1)
	0.4953
	0.4999
	0.0046
	0.00920184

	
	
	
	
	

	
	Trial 8
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.0244
	0.502
	0.4776
	0.951394422

	(.8 2)
	0.0416
	0.5014
	0.4598
	0.91703231

	(.6 .4)
	0.0777
	0.5008
	0.4231
	0.844848243

	(.4 .6)
	0.1512
	0.5002
	0.349
	0.697720912

	(.2 .8)
	0.2891
	0.4996
	0.2105
	0.42133707

	(0 1)
	0.498
	0.4999
	0.0019
	0.00380076

	
	
	
	
	

	
	Trial 9
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.502
	0.502
	0
	0

	(.8 2)
	0.4682
	0.5014
	0.0332
	0.066214599

	(.6 .4)
	0.4495
	0.5008
	0.0513
	0.102436102

	(.4 .6)
	0.4495
	0.5002
	0.0507
	0.101359456

	(.2 .8)
	0.4676
	0.4996
	0.032
	0.064051241

	(0 1)
	0.502
	0.4999
	0.0021
	0.00420084

	
	
	
	
	

	
	Trial 10
	
	
	

	distribution
	calculated payoff
	true payoff
	error
	relative error

	(1 0)
	0.502
	0.502
	0
	0

	(.8 2)
	0.2826
	0.5014
	0.2188
	0.436378141

	(.6 .4)
	0.1335
	0.5008
	0.3673
	0.733426518

	(.4 .6)
	0.0589
	0.5002
	0.4413
	0.882247101

	(.2 .8)
	0.0265
	0.4996
	0.4731
	0.946957566

	(0 1)
	0.0127
	0.4999
	0.4872
	0.974594919
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